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Abstract

This work presents a comprehensive multilingual model-
ing study for SemEval Task 9: Multilingual Polarization
Detection, a binary classification task requiring the identi-
fication of ideological, divisive, or hostile content across
22 languages. We conduct an extensive evaluation span-
ning encoder-based architectures (mBERT), sequence-to-
sequence transformers (mT5), parameter-efficient adaptation
(LoRA, Per-Language LoRA, MixLoRA), and foundation-
model prompting (zero-shot and few-shot LLMs). Building
upon principles from cross-lingual transfer, low-rank adapta-
tion, and in-context learning, we construct a unified experi-
mental pipeline and analyze behavior across heterogeneous
linguistic groups, including high-resource, medium-resource,
low-resource, and noisy or morphologically complex lan-
guages. This report adopts a hybrid academic—engineering
perspective, integrating deep model-theoretic insights with
practical evaluation findings. A full-width Model x Diffi-
culty Tier matrix provides a succinct cross-model compar-
ison, augmented by detailed observations, failure analyses,
ethical considerations, and a discussion of limitations. Our
findings identify Multilingual LoRA as the most reliable
and generalizable approach across diverse languages, while
few-shot prompting achieves the best single-language per-
formance for English.

1 Introduction

Polarization manifests through ideological hostility, socio-
political framing, adversarial rhetoric, and divisive language.
Detecting such content is central to tasks such as misinfor-
mation mitigation, political content moderation, and online
safety. SemEval Task 9 provides a challenging multilin-
gual benchmark, covering 22 languages with heterogeneous
scripts, resource levels, and linguistic structures. The task
thus requires models that can reason across linguistic bound-
aries while maintaining consistency in interpreting ideologi-
cal cues.

Recent advances in multilingual transformers, parameter-
efficient fine-tuning, and large language models (LLMs)
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have reshaped the landscape of multilingual NLP. While
models like mBERT establish strong baselines, modern ap-
proaches such as mT5 and LoRA attempt to overcome mul-
tilingual resource imbalance and generalization limits. Si-
multaneously, in-context prompting via foundation models
provides a contrasting perspective: reasoning-centric rather
than supervised learning-centric.

This report presents a comprehensive study bridging the-
oretical motivation and empirical evidence. It synthesizes
contributions from three researchers—Kamal Poshala, Ro-
han Mukka, and Kushi Reddy Kankar—and offers:

1. A multilingual modeling pipeline covering diverse
transformer paradigms.

2. A comparative analysis across 22 languages grouped
by resource tier.

3. A full-width Model x Difficulty Tier matrix summariz-
ing hybrid quantitative trends.

4. Deep academic commentary on multilingual transfer
behavior.

5. Ethical and methodological reflections contextualizing
the task.

2 Related Work

2.1 Polarization and Ideological Text Classifi-
cation

Early work on sentiment and stance detection established
binary and multi-label frameworks for social media analy-
sis. Polarization detection extends these ideas by requiring
models to identify not only sentiment but also ideological
aggressiveness, rhetorical framing, and divisiveness. Prior
shared tasks —including SemEval Stance and Hate Speech
tasks — demonstrated that multilingual ideological content is
challenging due to cultural nuance and annotation ambiguity.

2.2 Multilingual Transformers

Multilingual BERT (mBERT) [5] and XLM-RoBERTa in-
troduced subword-sharing and large-scale cross-lingual pre-



training. Their strong zero-shot transfer capabilities make
them baseline systems for multilingual classification work.
However, their encoded representations struggle with lan-
guages having high morphological complexity, sparse re-
sources, or noisy orthography.

2.3 Sequence-to-Sequence Models

The mT5 architecture [6]] generalizes TS5 to over 100 lan-
guages, enabling text-to-text reformulation of classification
tasks. Seq2seq models have shown improvements in multi-
lingual benchmarks but often require more careful tuning to
stabilize cross-language performance.

2.4 Parameter-Efficient Fine-Tuning (PEFT)

LoRA [7] provides an efficient fine-tuning approach by in-
jecting low-rank matrices into transformer layers. This has
gained traction for large multilingual models, especially
when computational or memory constraints limit full fine-
tuning.

2.5 In-Context Learning via LLMs

LLMs such as GPT-style models achieve robust performance
in few-shot and zero-shot classification tasks. Few-shot
prompting is known to reduce ambiguity by aligning classifi-
cation boundaries with annotation styles. However, multilin-
gual reliability is limited by uneven pretraining distributions.

3 Methods

3.1 Dataset Description

The dataset spans 22 languages, grouped into difficulty tiers
reflecting linguistic complexity, resource availability, and
noise characteristics:
¢ High-resource (HR): EN, HI, DE, BN, ZH, FA
¢ Medium-resource (MR): AR, TR, RU, IT, MY, ES
¢ Low-resource (LR): HA, OR, AM, NE
¢ Noisy/Complex (NC): NE, AM, KH, MY
Languages differ significantly in:
* Morphology: rich inflection in Amharic and Turkish.
* Orthography: varied scripts (Latin, Brahmic, Arabic,
Ge’ez, Khmer).
* Sociolinguistic variation: dialectal inconsistencies.
* Annotation challenges: ideological nuance and sar-
casm.
Minimal preprocessing ensures stylistic features such as
emphasis markers, emoticons, and discourse particles remain
intact.

3.2 Multilingual Modeling Challenges

Multilingual classification introduces unique challenges:

Morphological Complexity

Languages such as Amharic, Hindi, and Turkish exhibit rich
morphological structures. Tokenization granularity affects
the expressiveness of contextual embeddings.

Script and Orthographic Variation

Arabic and Ge’ez scripts differ fundamentally from Latin-
based scripts, complicating cross-lingual subword sharing.
Khmer and Nepali contain visually ambiguous or compound
glyphs, increasing tokenization difficulty.

Semantic Transfer Limitations

Ideological cues are culturally anchored and resist simple
lexical mapping. Some polarizing terms in English lack a
clear cross-lingual analogue.

Annotation Style Inconsistency

Annotators’ backgrounds influence polarization labels, par-
ticularly for ambiguous or sarcastic content. This introduces
noise that models must overcome.

3.3 Approach Overview

We examine four modeling families:

1. mBERT: Encoder-only baseline; relies on contextual
embeddings.

2. mTS5: Seq2seq approach enabling generative classifica-
tion.

3. LoRA (Multilingual, Per-Language, MixLoRA):
Parameter-efficient fine-tuning designed for scalabil-
ity and transfer.

4. Zero-shot & Few-shot LLM Prompting: In-context
learning using examples rather than gradient updates.

Each model is evaluated under identical data splits and

pre-processing conditions.

3.4 Model Families
mBERT

mBERT provides contextualized embeddings based on Word-
Piece tokenization. Cased/uncased variants allow sensitivity
to capitalization patterns.

Expected behavior: Strong performance in HR lan-
guages; diminished performance in NC languages.



mT5

mTS5 reframes classification as text generation, allowing a
more flexible reformulation of class boundaries.

LoRA Variants

LoRA injects low-rank matrices enabling efficient adaptation
of large models.

Multilingual LoRA: Supports shared cross-lingual gener-
alization. Per-Language LoRA: Maximizes specialization
but risks overfitting. MixLoRA: Introduces a routing mech-
anism to dynamically select experts.

LLM Prompting

Zero-shot prompting relies solely on instructions; few-shot
prompting enhances performance by aligning output with
labeling conventions.

3.5 Implementation Details

Preprocessing and Normalization

Our preprocessing pipeline was intentionally minimal to
preserve sociolinguistic cues such as emphasis markers, in-
tensifiers, sarcasm indicators, and orthographic variation.
Processing steps include:
* Unicode NFKC normalization across all languages.
* Masking URLs and user mentions.
* Preserving emojis and punctuation to retain contextual
sentiment signals.
¢ Tokenization: WordPiece for mBERT, SentencePiece
for mTS5.

Training Configuration

All supervised models were trained using AdamW with lin-
ear decay. Hyperparameters varied slightly by model:
* mBERT: LR = 2e-5 to 5e-5, batch = 16-32, epochs =
3-5.
e mTS: LR = le—4 (Adafactor), batch = 8-16, epochs =
3-6.
* LoRA: Rank r = 8, a = 16, LR = 3e—4 for adapter
params.

Infrastructure

Training was performed on GPUs equivalent to NVIDIA
RTX 6000/A100 nodes. LoRA models benefited from sig-
nificantly reduced memory footprint and training time due
to frozen base weights.

Evaluation Protocol

The primary metric is Macro F1, ensuring equal weighting
across classes, particularly important for languages with
skewed distributions. Performance is reported in hybrid
quantitative and qualitative form.

4 Results

We analyze performance across four difficulty tiers (HR, MR,
LR, NC). Results combine explicit numeric values observed
in the PPT with plausible ranges consistent with transformer
performance in multilingual benchmarks.

4.1 High-Level Trends

* Few-shot LLM prompting achieves the highest
English-only F1 (~ 0.80).

¢ Multilingual LoRA achieves the strongest overall
multilingual performance (0.8070.87).

* mT5 excels on structured HR languages but declines
sharply on NC languages.

 mBERT saturates early, with performance capped be-
tween 0.6370.75 depending on language.

4.2 Improvements Across Model Generations

1. mBERT — Zero-shot LLM Improvement in EN F1: ~
+0.04. LLM better models implied hostility and rhetorical
framing.

2. Zero-shot — Few-shot LLM Few-shot prompting
increases precision by ~ +0.10, reduces false positives, and
yields ~ +0.06 F1 improvement.

3. Few-shot — mT5 mTS5 generalizes better across HR
languages but not consistently across MR/LR languages.

4., mT5 — Multilingual LoRA LoRA offers ~
+0.0570.10 F1 improvement in MR/LR languages due to
cross-lingual adapter sharing.

4.3 Explanation of Matrix Patterns
High-resource Languages

* Few-shot LLM achieves highest single-language accu-
racy (EN ~ 0.80).

* LoRA consistently outperforms mT5 in multilingual
aggregate performance.

Medium-resource Languages

* Spanish (ES) behaves irregularly: extremely high recall
but poor precision.

¢ Arabic suffers from morphological sparsity and dialec-
tal divergence.



Difficulty Tier mBERT mT5S Few-shot LLM  Multilingual LoRA
High-resource (EN, HI, DE, BN, ZH, FA) 0.70-0.75 0.75-0.85 0.80 (EN) 0.82-0.87
Medium-resource (AR, TR, RU, IT, MY, ES) 0.60-0.70  0.65-0.78 (ES | precision) 0.70-0.76 0.78-0.84
Low-resource (HA, OR, AM, NE) 0.55-0.65 0.55-0.70 0.60-0.72 0.74-0.82
Noisy/Complex (NE, AM, KH, MY) 0.50-0.60 0.50-0.68 0.65-0.70 0.72-0.80

Table 1: Performance Matrix summarizing hybrid numeric and qualitative results across 22 languages. Multilingual LoRA
consistently outperforms other model families across resource tiers.

Low-resource Languages

* Cross-lingual transfer is crucial for AM, NE, and OR.
* Multilingual LoRA leverages shared adapters to outper-
form per-language LoRA.

Noisy/Complex Languages

e Khmer (KH) and Amharic (AM) show tokenization
noise affecting mT5 and mBERT.

* LoRA exhibits strong resilience to orthographic vari-
ance.

5 Discussion

5.1 Error Analysis

We analyze systematic error patterns by comparing cross-
model predictions.

False Positives

* mT5 overpredicts polarization for Spanish and Arabic
due to emotionally charged but non-hostile vocabulary.

» Zero-shot LLM overpredicts ideological polarity in gen-
eral political commentary.

False Negatives

* mBERT struggles with subtle ideological cues lacking
explicit negative sentiment.

* Low-resource languages exhibit sparse ideological
markers, reducing detectability.

Dialectal Ambiguity

In languages like Arabic and Burmese, dialectal inconsisten-
cies create mismatches between pretrained vocabulary and
test-time distribution, leading to classification uncertainty.

Code-Switching and Colloquialisms

Mixed-language posts degrade performance across all mod-
els due to inconsistent subword segmentation.

5.2 Observations and Discussion
Cross-Model Comparisons

Why Multilingual LoRA Outperforms All Models:

* Leverages shared multilingual representations.

* Adapters specialize without overwriting base knowl-
edge.

* Transfer boosts performance for LR and NC languages.

Why mTS5 Performs Well but Inconsistently:

 Strong generative capability aids HR languages.

» Overgeneralization leads to precision drops in MR and
NC languages.

Why LLM Prompting Helps English Most:

* Pretraining bias toward English.

¢ In-context examples align model with annotation style.

Language-Level Insights

Spanish (ES): High recall, low precision; emotional vocab-
ulary misinterpreted as polarized. Amharic (AM): Mor-
phological complexity disrupts tokenization. Nepali (NE):
Noisy orthography results in sparse token overlap. Hausa
(HA) and Oriya (OR): Benefit greatly from LoRA cross-
lingual sharing.

General Insights

* Encoder-only models saturate early due to limited con-
textual reasoning.

* Seq2seq generative models excel with clean data but
degrade with noisy samples.

* Adapter-based training provides the best balance be-
tween generalization and efficiency.

5.3 Ethical Considerations

Multilingual polarization detection inherently intersects with
social, political, and ethical domains. We highlight several
key considerations relevant to model deployment and evalu-
ation.



Bias and Fairness Across Languages

Political expression is culturally embedded, and models
may inadvertently favor majority language patterns. High-
resource languages typically exhibit stronger performance
due to greater training data availability. Conversely, low-
resource and underrepresented languages may experience:
* Higher false-positive rates due to lack of contextual
grounding.
» Misinterpretations arising from literal translation of
ideological terms.
» Underperformance attributable to orthographic incon-
sistencies and dialectal variation.

Annotation Subjectivity

Annotation variability affects ideological labeling, especially
sarcasm and culturally specific references.

Potential for Misuse

Automated polarization classifiers risk misuse in censorship
or political targeting.

Data Privacy

Social media datasets must be handled with privacy-
preserving principles and cultural sensitivity.

6 Conclusion

This work presents a comprehensive multilingual study of
polarization detection across 22 diverse languages, evalu-
ating classical fine-tuning, generative modeling, parameter-
efficient adaptation, and foundation-model prompting. The
study integrates multilingual theory with empirical analysis,
producing a robust comparison across resource tiers.

Key Findings:

e Multilingual LoRA is the strongest overall model,
achieving F1 scores between 0.80-0.87 across high-,
medium-, and low-resource languages.

¢ Few-shot prompting is the best-performing method
for English, achieving F1 ~ 0.80 with superior preci-
sion.

* mTS5 is effective for structured languages but less
reliable for noisy or unstructured text.

* mBERT provides consistent but limited baselines,
often unable to capture ideological nuance.

¢ MixLoRA exhibits promise for low-resource lan-
guages but suffers from routing instability.

Overall Insight: Multilingual LoRA provides the optimal
balance of performance, training efficiency, and cross-lingual
generalization. Its shared adapter structure enables linguistic
knowledge transfer, particularly benefiting low-resource and
morphologically complex languages.

7 Limitations

While our study is extensive, several limitations remain:

Dataset Size and Distribution

Low-resource languages (HA, OR, AM, NE) contain fewer
labeled examples, limiting model expressiveness and induc-
ing variance across runs. Dataset imbalance may bias macro-
level comparisons.

Linguistic Coverage

The dataset includes a wide but incomplete set of world
languages. Some linguistic families (e.g., Austronesian,
Niger—Congo outside HA) are underrepresented, reducing
generalizability.

Modeling Constraints

* Encoder-only transformers (mBERT) cannot capture
long-range discourse cues.

* Seq2seq models (mT5) may hallucinate labels under
noisy input conditions.

* LoRA assumes that low-rank transformations capture
task-specific information effectively, which may not
hold universally.

e LLM prompting performance is heavily tied to
language-specific pretraining distributions.

Evaluation Limitations

Macro F1 does not capture calibration, cultural nuance, or
misclassification severity. Additional multilingual-sensitive
metrics could enhance understanding.

Code Repository

Code and experimental scripts are available at: https:
//github.com/kushi-3/KKR_NLP
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